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ABSTRACT 

 The analysis and quantitative measurement of image texture is a complex and 
intriguing problem that has recently received a considerable amount of attention from the 
diverse fields of computer graphics, human vision, biomedical imaging, computer science, 
and remote sensing.  In particular, textural feature quantification and extraction are crucial 
tasks for each of these disciplines, and as such numerous techniques have been developed in 
order to effectively segment or classify images based on textures, as well as for synthesizing 
textures.  However, validation and performance analysis of these texture characterization 
models has been largely qualitative in nature based on conducting visual inspections of 
synthetic textures in order to judge the degree of similarity to the original sample texture 
imagery. 
 In this work, four fundamentally different texture modeling algorithms have been 
implemented as necessary into the Digital Imaging and Remote Sensing Synthetic Image 
Generation (DIRSIG) model.  Two of the models tested are variants of a statistical Z-Score 
selection model, while the remaining two involve a texture synthesis and a spectral end-
member fractional abundance map approach, respectively.  A detailed validation and 
comparative performance analysis of each model was then carried out on several texturally 
significant regions of two counterpart real and synthetic DIRSIG images which contain 
differing spatial and spectral resolutions.  The quantitative assessment of each model utilized 
a set of four performance metrics that were derived from spatial Gray Level Co-occurrence 
Matrix (GLCM) analysis, hyperspectral Signal-to-Clutter Ratio (SCR) measures, mean filter 
(MF) spatial metrics, and a new concept termed the Spectral Co-Occurrence Matrix (SCM) 
metric which permits the simultaneous measurement of spatial and spectral texture.  These 
performance measures in combination attempt to determine which texture characterization 
model best captures the correct statistical and radiometric attributes of the corresponding 
real image textures in both the spatial and spectral domains. The motivation for this work is 
to refine our understanding of the complexities of texture phenomena so that an optimal 
texture characterization model that can accurately account for these complexities can be 
eventually implemented into a synthetic image generation (SIG) model.  Further, conclusions 
will be drawn regarding which of the existing texture models achieve realistic levels of spatial 
and spectral clutter, thereby permitting more effective and robust testing of hyperspectral 
algorithms in synthetic imagery.   
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1.  Introduction 

 Texture has become one of the most important yet astoundingly complex properties 

of digital images over the past twenty-five years.  This is evidenced by its wide variety of 

applications, ranging from the fields of computer vision and graphics for texture synthesis, 

analysis and characterization, to the biomedical community for cellular microtexture analysis, 

to the remote sensing and image processing community for image classification, feature 

extraction, target detection, and synthetic image generation (SIG) models.  While texture is 

indeed an intuitive concept, it nonetheless has an elusive formal definition; in fact, there is 

no single universally accepted definition of the term “texture.”  Instead, it seems to depend 

heavily on the particular application, such as those listed above.   

 For example, even in the broadest sense, a definition of texture as either a surface or 

an image property has not been adequately formulated, so even in our everyday language, 

one would likely be challenged to describe the meaning of texture.  Webster’s dictionary 

defines texture in two contexts as “a distinctive, complex, underlying pattern or structure” 

and “the quality of a surface of woven material” [Webster’s, 1986].  Clearly these are 

referring to texture as a physical surface property.  In terms of remote sensing applications, it 

can be said that image texture describes the structure of the variation in brightness within an 

object of interest [Schott, 1997], or at larger scales, between objects of interest (i.e., transition 

regions).  These textures often arise from variations in target reflectance, since most targets 

are composed of heterogeneous mixtures of several materials from a family of spectral 

reflectance curves.  Further affecting the appearance of image texture is topographic effects 

such as sun-target angles and variations in insolation (shadowing). 

 In the texture synthesis literature, the concept of image texture tends to stray from 

material spectral properties, since synthesis models are concerned with mathematically 

modeling texture as a random process, where the goal is to produce synthetic textures that 

appear to have been generated from the same underlying process [De Bonet & Viola, 1998].  

This leads to the concept of “visual texture” which has been defined as “a set of repeating 

structural elements subject to randomness in location, size, color, and orientation” 
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[Simoncelli and Portilla, 1998] or “the visual effect which is produced by a spatial 

distribution of tonal variations over relatively small areas” [Baraldi and Parmiggiani, 1995].  

Essentially, textures are viewed in this field as structures composed of a large number of 

more or less ordered similar elements or patterns, characterized by primitives and placement 

rules, where if the primitives contain a high level of gray-level variation in a small region, it is 

known as a microtexture [Ganesan and Bhattacharyya, 1995].  Most texture synthesis models 

are concerned with modeling such microtextures, usually only in a single band or in RGB 

space.  Only recently have there been efforts to produce multispectral or hyperspectral 

texture synthesis models, and some variants of these models will be among those tested in 

this work.    

 The above discussion serves as a preliminary illustration of the complexity and 

challenges of texture characterization.  For instance, if we cannot adequately describe texture 

even in terms of our own vocabulary, then how does one suppose that we can train a 

computer to quantify or even produce it?  Further, while most texture synthesis algorithms 

aim to produce textures that are perceptually similar to the human eye, a major problem lies 

in the fact that the mechanism of the human visual system (HVS) for texture discrimination 

is not very well understood.  However, producing realistic and visually similar synthetic 

texture is only the first challenge.  There is an additional need for a robust, quantitative 

method of measuring how well synthetic textures are represented in relation to their truth 

counterparts.  Unfortunately, there has not been much work performed exclusively on this 

aspect other than the use of human subjects to judge whether real and synthetic textures are 

perceptually similar, which roughly equates to the mere matching of first-order statistics, 

which do not solely suffice for adequate texture description [Van de Wouver et al., 1999, 

Simoncelli & Portilla, 1998].  Measurement and quantification of texture is a challenging task 

in itself, not to mention the difficulties in establishing mathematically how well a synthetic 

texture is represented compared to a real image. 

 In this work, four different texture characterization models (described in the 

following sections) will be implemented as necessary into the Digital Imaging and Remote 
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Sensing Synthetic Image Generation (DIRSIG) model, and subsequently tested on several 

regions of two synthetic images and compared with their truth image counterparts.  The 

models to be tested cover traditional and ad hoc statistical z-score based methods already 

available in DIRSIG, as well as a texture synthesis statistical model, and an approach which 

utilizes end-member fractional abundance maps to create synthetic texture.  Each of the 

models will require variable implementation efforts, since some models currently reside 

within DIRSIG capabilities, while others have never been used in the DIRSIG environment.  

This comparative performance analysis will require the use of quantitative methods to 

determine how well each model characterizes texture within a given material type, as well as 

at transition regions between material types, in both spatial and spectral dimensions.  Much 

of the testing methodology is derived from classification literature based on the use of Gray 

Level Co-Occurrence Matrices (GLCMs), since this method has consistently been shown to 

achieve the best results for discriminative power between texture features.  

 This research attempts to indicate how well we currently understand how to model 

texture in synthetic imagery, and more importantly determine how to improve synthetic 

texture in DIRSIG imagery.  The importance of modeling texture that is both visually and 

statistically accurate cannot be overstated.  For instance, when dealing with spectrally similar 

materials in classification situations, textures often become crucial criteria for class 

discrimination.  Also, since textures are a fundamental component of human recognition of 

real-world targets, realistic looking synthetic targets are essential, especially for analyst 

training situations.  Lastly, since many multi/hyperspectral algorithms seek to exploit spatial 

and spectral patterns simultaneously, it is of paramount importance that fidelity in both 

dimensions is preserved in the synthetic image generation process.  To illustrate this 

importance, consider a scene in which the mean brightness levels of two image regions 

representing samples of forest and water respectively are identical for a certain spectral band.  

If the spatial texture is not well characterized such that these two materials cannot be 

differentiated, then classification algorithms run on the SIG image will likely fail, while target 

detection algorithms will produce an unacceptable false alarm rate.  On the other hand, if the 
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background clutter is unrealistically benign, overly optimistic estimates of detection 

performance may result.  Hence the necessity of characterizing textures correctly in a 

mathematical and statistical sense, both spatially and spectrally.  One of the most powerful 

advantages offered through the use of synthetic imagery is the ability to test hyperspectral 

algorithms with great flexibility.  But in order to reap the benefits of synthetic imagery for 

algorithm testing and development, realistic levels of spatial and spectral clutter must be 

achieved so that we can reliably estimate how these algorithms will perform on real-world 

imagery.  One must keep in mind that the purpose of mathematically modeling texture (or 

any phenomenon for that matter), is not to simplify the problem, but rather to be able to 

understand and include in the model the very complexities that make texture such a 

challenging problem. 
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2.  Work Statement 

 The following section details the specific objectives of this research: 

1. Incorporate and/or implement four different texture modeling algorithms (as 

necessary) into the DIRSIG environment.  The four texture characterization models to be 

tested in this research are: 

 a. The Single-Bandpass (SBP) Z-Score Selection Model; 

 b. The Multiple-Bandpass (MBP) Z-Score Selection Model; 

 c. A Statistical Texture Synthesis (TS) Model; and 

 d. A Fraction Map (FM) Texture Characterization Model. 

2. Construct DIRSIG synthetic imagery using each of the four texture models.  These 

simulated scenes will be rendered at differing spatial and spectral resolutions in order to 

more robustly test the texture models.  The real imagery sets to be used for DIRSIG scene 

construction are: 

a. Kodak CitiPix imagery with GSD of 0.45 m, and spectral coverage of 400 – 

700 nm and; 

b. Hyperspectral Digital Imagery Collection Experiment Atmospheric and 

Radiation Measurement (HYDICE ARM) imagery with GSD of 1.7375 m and 

spectral coverage of 400 nm – 2,500 nm. 

3. Application of a series of four texture performance metrics on all of the resultant 

DIRSIG imagery.  The following performance metrics will in combination assess how well 

both spatial and spectral texture is characterized in the DIRSIG scenes as compared with the 

corresponding real imagery: 

 a. Mean Filter (MF) Spatial Metric; 

 b. Gray-Level Co-Occurrence Matrix (GLCM) Spatial Metric; 

 c. Signal-to-Clutter Ratio (SCR) Spectral Metric and; 

 d. Spectral Co-Occurrence Matrix (SCM) combined spatial-spectral metric. 
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4. Conduct a quantitative comparative performance analysis of all four texture models 

by analyzing the results of the four performance metrics.  A qualitative visual analysis will 

also be included.  The assessment of each model will focus on: 

 a. Which models perform better overall; 

 b. Why some models perform better or worse than others, including how each 

of the models can be improved; 

 c. How we can improve our understanding of texture phenomena and how to 

model statistically and radiometrically correct synthetic image texture; 

 d. If model performance depends on different types of texture, and if certain 

models perform better for homogeneous (within-material class) or transition 

(between material class) textures; 

 e. If model performance depends on the spatial or spectral resolution at which 

the texture is being modeled and; 

 f. How the models perform in terms of fidelity in both the spatial and spectral 

domains. 
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3.  Background and Literature Review 

 This section will detail several theoretical aspects of this research.  First, some 

background theory on texture phenomena, analysis, and quantification is presented as a 

review of the prominent methods relevant to this work.  Next, an introductory discussion on 

the general design of DIRSIG, as well as the texture characterization models currently 

available for use in DIRSIG are described.  Some results of previous work with analysis of 

these texture models are also discussed.  Thereafter, a brief literature review of the basic 

theory and evolution of several ad hoc texture synthesis algorithms is introduced, leading to 

a more detailed overview of Tyrrell’s S/P, Quilting, and Spectral Expansion texture synthesis 

models that will be tested in this research.  Lastly, a theoretical description of an end-

member Fraction Map (FM) approach to texture characterization is presented.   

 

3.1  Image Texture Theory 

 As mentioned in Section 1, there are many existing definitions of texture, and its 

interpretation depends on the particular application.  Despite this controversy in attempting 

to provide both qualitative and quantitative meanings to texture, all disciplines seem to agree 

on two aspects: first, that there is indeed a significant variation between nearby pixels with 

respect to intensity levels observed in digital images, and secondly that texture is a 

homogeneous property at some spatial scale larger than the resolution of the image. 

 Since texture is a familiar, intuitive, and naturally occurring phenomenon in images, it 

has been an active field of study dating back to early studies of textural perception and 

discrimination [Julesz, 1962].  The Julesz conjecture focused on the measure of perceptual 

closeness of texture images, relying on the assumption that the HVS preattentively 

distinguishes between textures with different first- and second-order probability 

distributions.  As such, this work was the foundation for much more extensive research on 

texture synthesis models which have evolved significantly in their ability to capture both 

stochastic and ordered textures, and accordingly have grown with respect to mathematical 

and computational complexity.  Meanwhile, pioneering work by Haralick [1973, 1979] took a 
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different approach to quantifying texture through both statistical and structural methods, 

from which most modern literature on texture-based feature extraction, classification, and 

measurement was derived.  Over the years, numerous variants of texture analysis and 

quantification were spawned, ranging from Gray Level Co-Occurrence Matrices (GLCMs), 

texture vectors [Berger, 1998], texture spectra [Wang, 1990], and texture metrics based in the 

frequency domain [Stromberg & Farr, 1986].  Many ad hoc techniques were later developed 

for more effective and computationally efficient classification methods that utilized spatial 

texture features.  One method that has shown great resilience and consistently excellent 

results is the GLCM approach, and this will be the main focus of section 3.1.2 on texture 

quantification since it is most applicable to the work reported here.  First, however, we 

present an introduction to the terminology used to describe some of the prominent types of 

naturally-occurring textures that are often used as sample templates in order to synthesize 

textures.   

 

 3.1.1  Origin, Types, and Descriptions of Texture 

 A review of the semantics involved with describing different types of textures will be 

useful in several capacities of this work.  For instance, when applying any of the texture 

performance metrics to use in the quantitative assessment of its characterization in a 

synthetic image, one must consider the type of texture that is present in order to determine 

the parameters to use in its measurement.  This is the case in particular for GLCM texture 

measurements.  Also, the quantification of how well a texture synthesis model performs 

often depends on the type of texture being modeled.  As we will see in section 3.3.3 on 

texture synthesis models, fundamentally different texture models tend to reproduce certain 

texture types better than others.  Therefore, some examples of texture types will be 

introduced here so that the reader is familiar with the terminology. 

 As mentioned previously, the phenomenon of textures in an image are due in large 

part to the variability in spectral reflectance of different material types, as well as shadowing 

and topographic effects.  These instances tend to refer to variability within single material 
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classes.  However, at larger scales textures are often the result of mixtures of different 

materials, whether areal, aggregate, or intimate with respect to mixture properties.  Figure 1 

shows an example of each of these three classes of material mixtures for a 50% mix of sand 

and clay.   

 

 

 

 

 

 

 

 

 

Figure 1: Illustration of the areal, aggregate, and intimate types of material mixtures often 
observed in digital images. 

 

In this work, texture analysis will be performed for both single-material class 

“homogeneous” textures (such as the above aggregate and intimate material mixtures), as 

well as for transition regions between material classes (such as the areal mixture) in both real 

and synthetic images.  An entire taxonomy of different texture types has evolved within the 

literature based on their visual appearance in both natural and texture images.  A popular 

collection of sample texture images that is consistently cited especially in the texture 

synthesis and visual texture literature is the Brodatz texture database [Brodatz, 1966], which 

is featured on several academic websites.  This collection is considered to be one of the most 

complete representations of texture types in existence.  Although the emphasis within this 

database is heavier on monochrome (and some RGB) microtextures that would be more 

applicable in biomedical cellular imaging, there are nonetheless many textures that are 

applicable to remote sensing imagery.  There are also other more recently developed 

databases with more interesting RGB textures, such as the Visual Texture (VisTex) database 
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created at MIT with the intention of providing a large set of high quality textures for 

computer vision applications.  The goal of VisTex is to provide texture images that are 

representative of real world conditions, and while VisTex can serve as a replacement for 

traditional texture collections, it also includes examples of many non-traditional textures.  As 

mentioned, most texture synthesis models, including the S/P and Quilting models [Tyrrell, 

2002] to be tested in this work, have extensively used these sample texture images to test 

their models and validate the results. 

 The first and most basic level of texture nomenclature is that which simply applies 

semantic meaning to its appearance, and refers to the observable physical properties of the 

texture.  Some typical examples are natural, artificial, stochastic, directional, grainy, coarse, 

periodic, pseudo-periodic, aperiodic, extended, regular, homogeneous, and mixture.  Some 

textures are adequately described by one or more of these descriptors.  These adjectives are 

clearly descriptive in nature and not at all mathematical, but they do offer the advantage of 

matching our intuition.  One must also keep in mind that visual descriptions of texture such 

as these depend on the resolution of the texture image.  For example, heterogeneous 

textures can appear very homogeneous at larger scales.  Some VisTex examples are shown in 

Figures 2 (a) - (k), while traditional Brodatz binary textures are shown in Figures 3 (a) – (d).  

These latter figures show the results of a texture synthesis-by-analysis technique used by 

Jacovitti et al [1998], with the smaller sample binary texture random fields on the left and 

their synthetic realizations on the right.  One will also find sample Brodatz textures and 

some preliminary texture synthesis results using S/P and Quilting models in Figures 29-33. 
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Figure 2 (a): Periodic, coarse texture. 

 

 
Figure 2 (b): Grainy texture. 

 

 
Figure 2 (c): Coarse, structural texture. 
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Figure 2 (d): Directional, aperiodic texture. 

 

 
Figure 2 (e): Pseudo-Periodic texture. 

 

 
Figure 2 (f): Stochastic texture. 
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Figure 2 (g): Natural texture. 

 

 
Figure 2 (h): Pseudo-Periodic, structural texture. 

 

 
Figure 2 (i): Aperiodic texture. 
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Figure 2 (j): Mixed texture. 

 

 
Figure 2 (k): Stochastic, mixed texture. 
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Figure 3(a) – (d): Sample binary texture images and their corresponding synthesis-by-analysis 
results.  The sample textures are (from top to bottom) directional, grainy, coarse, and near-

regular). 
 

The subjectivity in describing these textures in this manner is evident, and often this 

qualitative nomenclature depends on the interpretation of the observer. 

 There are also more concise definitions of texture types that refer to the detailed 

content of the texture.  This second level of texture nomenclature is still mostly descriptive, 

but it is often used to subdivide semantically similar texture types.  Haralick [1979] first 

introduced this terminology based on the concept of texture being composed of two basic 

dimensions.  The first dimension is concerned with tonal primitives or local properties, while 

the second dimension is a description of the spatial dependence or interaction between the 

primitives.  He postulated that texture is described by the number and types of its primitives 

and their spatial organization or layout.  Being dissatisfied with adjective-based texture 

description, he first attempted to map semantic meaning into precise properties of tonal 

primitives and their spatial distribution properties.  He also introduced texture and tone as 

independent concepts.  For example, when a small image patch has little variation of tonal 

primitives, the dominant property of that area is tone; whereas if the patch has wide 

variation of tonal primitives, the dominant property is texture. 
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 Among the many semi-quantitative second-level texture descriptors, there are four 

key terms that are relevant to this work, which serve to differentiate fine versus coarse 

textures, as well as weak versus strong textures.  A fine texture results when the spatial 

pattern in the tonal primitives is random and the gray tone variation between primitives is 

wide, and these are generally characterized by smaller primitives and higher spatial 

frequencies.  On the other hand, as the spatial pattern becomes more definite and the tonal 

regions involve larger primitives with lower spatial frequencies, a coarse texture results.   

 Weak textures are those which have little spatial interaction between primitives and 

can be described and/or differentiated by determining the frequency at which various 

primitives occur in some local neighborhood.  Strong textures are defined as those in which 

the primitives are somewhat regular with nonrandom spatial interactions.  These are 

described by the frequency of co-occurrence of primitive pairs in a specified spatial 

relationship.   

 Note that these texture primitives may be as simple as single pixel gray levels, or they 

may consist of simple patterns from which more complicated ones can be built (this latter 

interpretation is commonly used in computer vision and texture synthesis fields, and may 

also refer to this basic texture unit as a “texture element” or “texel”).  There are numerous 

published methods for defining the primitives and their spatial relationships, but this is far 

beyond the scope of this work.  The texture types and descriptors introduced above provide 

the foundation for much more quantitative texture measurement and analysis which are 

presented in the next subsection.  

 

3.1.2  Texture Measurement, Analysis, and Quantification 

 In the literature, there are three main ways that textures are used in imaging 

applications.  These are: 

 a. To segment an image based on textures; 

 b. To classify a segmented image by using texture features either exclusively 

 or as supplemental info to spectral content; and 



 17

 c. To produce descriptions in order to synthesize textures. 

 In addition, there are three common texture analysis methods that are used for each 

of these tasks.  These are structural, spectral, and statistical approaches.  These methods can also 

be thought of as the third level of texture nomenclature in the form of mathematical texture 

descriptors, since they each have their own quantifiable measure of texture features largely 

derived from the second level descriptors.  Since this research will focus on more of a 

statistical method of texture quantification, this approach will be the main focus of this 

section, while the other methods will merely be briefly introduced.  Also, all three of these 

basic approaches to texture contain numerous variants of mathematical methods for 

quantifying and analyzing textures.  A description of these methods is well beyond the scope 

of this paper, since only the methods pursued in this research will be reviewed. 

 Structural approaches to descriptions and models of texture are based on the view 

that textures are made up of primitives which appear in near regular repetitive spatial 

patterns.  In order to describe the particular texture, a primitive must be defined with a 

prescribed placement rule.  This effectively defines a “grammar” for the way that the pattern 

of the texture produces structure.  This methodology forms the basis of much texture 

synthesis work, and tends to be used in tandem with statistical models in most texture 

synthesis-by-analysis research (see Section 3.3.3).  An image of a brick wall is a prime 

example suited to this approach (see Figure 4). 

 

 
 

Figure 4: VisTex sample texture image well-suited for structural approach to texture 
description. 
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 An alternative method is to use Fourier spectrum analysis in order to provide 

information on texture frequency (eg. low or high energy along a particular radius) and its 

orientation (eg. low or high energy along a particular angle).  This method is most 

advantageous for periodic textures or for extracting edge features, but is not always effective 

with other texture types such as those introduced above which are important in remote 

sensing imagery. 

 Since textures often tend to be random in nature, but with certain consistent 

properties, a very effective method for describing and quantifying textures is through their 

statistical properties.  At its most fundamental level, this would involve measurements using 

the image histogram and computing the moments of intensity such as mean, variance, skew, 

and kurtosis.  Of course, these measures alone do not consider the position of pixels, and 

only provides information as to the coarseness of the texture.  The aim of the statistical 

approach is to characterize the stochastic properties of the spatial distribution of gray levels 

in an image.  As such, it became apparent that there was a need to obtain a simultaneous 

parametric measure of spatial relationships between pixel gray levels.  This motivation is 

what led to Haralick’s development of the Gray Level Co-Occurrence Matrix (GLCM).  

Although the GLCM method of texture measurement is sometimes considered to be a 

purely statistical approach, it can also be viewed as a combined statistical-structural approach 

to texture description due to its ability to parametrically account for pixel gray-level spatial 

arrangements. 

 The GLCM approach rapidly became a prominent tool for applications such as 

texture feature extraction, image segmentation, image classification [Yang & Hung, 2002; 

Wikantika et al., 2000], and even texture analysis and synthesis [Lohmann, 1995].  All of 

these methods have found great success with the GLCM tool compared with the 

performance of other methods.  In fact, Lohmann found that while the structural approach 

describes spatial relationships between larger primitives, such as “blobs” or “dots”, the 

statistical method offers the advantage of producing spatial relationship measures between 

individual pixels.  As such, statistical measures such as the GLCM tend to work ideally for 
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finer textures, which are the prominent texture features observed in remote sensing satellite 

and aerial imagery.  Although there are numerous more mathematically complex statistical 

methods of texture segmentation and description methods, such as Markov Random Field 

models [Cross & Jain, 1983], textural energy filters [Laws, 1985], and fractal-based 

approaches [Keller & Chen, 1989], comparative studies have demonstrated the power of the 

GLCM approach as the most consistent performer among texture quantification tools over a 

broad range of texture types.  There have also been several ad hoc methods which attempt 

to improve the computational efficiency of the GLCM method when applied image wide for 

classification, such as linked lists [Clausi and Jernigan, 1998] and hybrid structures [Clausi 

and Zhao, 2002], however these extensions of the GLCM will not be discussed here since 

the GLCM will be used in its traditional form for this work.  The reason for adopting the 

conventional method is because increased-efficiency algorithms tend to sacrifice information 

for computational speed or improved sorting and data storage usually through quantization 

of pixel gray levels to reduce dimensionality of the analysis.  In this research, the proposed 

GLCM analysis will not be image wide, and will be over smaller subimage regions likely 

consisting of a small portion of the possible dynamic range of digital images.  The following 

section will detail the basic theory behind GLCMs and subsequently describe the GLCM-

derived statistics used in the literature for texture feature discrimination and/or 

quantification. 

 

  3.1.2.1  The GLCM Approach to Texture 

 As mentioned, the GLCM approach is, in its simplest form, a statistical method to 

capture the spatial structure of an image in a given bandpass by statistically sampling the way 

that certain gray levels occur in relation to other gray levels. In Haralick’s GLCM method, 

the probability density function (PDF) of various gray levels is computed at different 

directions (α ) with different distances (d) between the gray levels, and is represented in the 

form of matrices.  The technique involves first finding the probability of co-occurrence 

between two gray levels i and j at a given orientation and distance, for all possible co-
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occurring pairs in an image window.  The GLCM stores these probabilities and is thus 

dimensioned to the number of gray levels available in the window.  The values may be either 

in integer form, or they may be normalized by the number of gray levels in the window to 

form a true PDF so that the entries only take on values between 0 and 1.  The next step is to 

calculate the texture features by applying selected statistics to the resulting GLCM.  Several 

of these GLCM-derived statistics known as texture features are discussed later.  For most 

image segmentation applications, these texture features are assumed to belong to the center 

pixel of the window.  Also, for most textural property description considerations, distances 

of one pixel and angles of 0, 45, 90, and 135 degrees are used.  For example, the (d = 1,α  = 

0)-pixel pairs are horizontally adjacent, the (d = 1,α  = 90)-pixel pairs are vertically adjacent, 

the (d = 1, α  = 45)-pixel pairs are right-diagonal neighbors, and the (d = 1, α  = 135)-pixel 

pairs are left-diagonal neighbors.  If we let m denote the number of gray levels in the 

window, then the (d,α ) co-occurrence matrix C is an (m x m) matrix, where an entry cij of C 

denotes the number of pairs of pixels separated by distance d at angleα , which have gray 

values i and j.  Note that a convention of ( )yx ∆∆ ,  is also sometimes used. 

 Under this convention, the entries cij of a C(i, j, 1, 0) GLCM record the number of 

horizontal co-occurrences of gray values i and j, while that for a C(i, j, 1, 90) GLCM record 

the number of their vertical co-occurrences, and so forth.  Lohmann also contends that in 

most cases, GLCMs are used in small neighborhoods of s x s pixels, where typically 5 < s < 

15 for the purpose of analyzing textures.  The following example of the computation of 

GLCMs will be sufficiently demonstrative that we can avoid the cumbersome mathematical 

notation involved with a theoretical definition in set notation. 

 Consider Figure 5(a), which represents a 4 x 4 subimage with four gray levels, 

ranging from 0 to 3.  The general form of the GLCM is depicted in Figure 5(b), which 

describes which entries are placed into the matrix, in its un-normalized form. 
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Figure 5(a): 4 x 4 subimage for GLCM computation example. 

 

 

 0 1 2 3 

0 #(0,0) #(0,1) #(0,2) #(0,3)

1 #(1,0) #(1,1) #(1,2) #(1,3)

2 #(2,0) #(2,1) #(2,2) #(2,3)

3 #(3,0) #(3,1) #(3,2) #(3,3)

 

Figure 5(b): General form of GLCM. 

The corresponding spatial co-occurrence calculations for d = 1 and angles of 0, 45, 90, and 

135 degrees are as follows: 
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Haralick went on to define 14 texture features derived from GLCMs, which are 

essentially statistical measures, some of which are correlated to other measures, and some 

being better texture measures than others.  Much of the literature has been devoted to 

narrowing down these features into manageable sizes, so that just a few measures in 

combination optimally capture the spatial structure of the texture through their statistics [eg. 

Zucker et al, 1980].  The original fourteen features, which can be categorized into four 

different classes [Gotlieb & Kreyszig, 1990], are as follows: 

 a. Visual Textural Characteristics:  Energy/Angular Second 

 Moment/Uniformity/Homogeneity (f1), Contrast (f2), and Correlation (f3);  

 b. Statistics-Based:  Variance (f4), Inverse Difference Moment (f5), Sum 

 Average (f6), Sum Variance (f7), and Difference Variance (f10); 

 c. Information Theory- Based:  Sum Entropy (f8), Entropy (f9), and 

 Difference Entropy (f10); and 

 d. Information Measures of Correlation (IMC):  IMC I (f12), IMC II (f13), 

 and Maximal Correlation Coefficient (f14).    

There have since been several other variants in addition to the above list, but they are 

beyond the scope of this work, and unnecessary to introduce due to their redundancy.  Six of 

these fourteen GLCM-derived statistical parameters are arguably considered to be the most 

relevant for best texture discrimination results: Energy (also known as Angular Second 

Moment or Uniformity or Homogeneity), Contrast, Variance, Correlation, Entropy, and 

Inverse Difference Moment.  These statistical parameters are listed in mathematical form 

below [Haralick, 1973, 1979; Rosenblum, Salvaggio, & Schott, 1990].  As introduced earlier, 

m is the number of gray levels in the region under consideration, while C(i,j) is the (i,j)th 

entry of the un-normalized GLCM and c(i,j) is the (i,j)th entry of the normalized GLCM, so 

that we have c(i,j) = (C(i,j)/m) and 
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which leads to the formal definitions of these eight main features: 
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where xµ , yµ , xσ , and yσ  are the means and standard deviations of the rows and columns 

of C, respectively.  ENVI also produces the statistic of Dissimilarity, which is quite similar to 

Contrast, except |i – j| replaces the (i – j)2 term.  Gotlieb & Kreyszig evaluated the 

performance of texture classification using these six features (f1, f2, f3, f4, f5, and f9) in 
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different combinations, and found that usually combinations of three to four features 

produced the best results for texture discrimination.  Some other authors [Hauta-Kasari et 

al., 1999] also contend that, as long as there are a low number of gray levels in a small image 

window, then a sparse GLCM can itself be used as a feature for adequate texture description.  

Baraldi and Parmiggiani [1995] also attempted to investigate the statistical meaning of the 

same six features by associating a textural interpretation to each of them.  This work is 

important because it serves to relate theoretical meaning to the visual appearance of each 

parameter.  This can theoretically allow for the use of certain GLCM-related statistical 

measures to advertently capture certain types of scene-dependent texture in both real and 

synthetic imagery.  What this also means is that it is theoretically possible to compare these 

measures from corresponding real and synthetic textures in order to determine which real 

texture features are not captured in the synthetic image (or vice versa in the case that the 

synthetic image contains artifact textures not present in the original texture) based on 

mismatch of these statistics.  Thus, these features can be used to gauge similarity between 

real and synthetic textures.  This obvious power and flexibility of using the GLCM approach 

to texture feature quantification and discrimination is the main reason why this method has 

been selected for this work.  While some authors cite the GLCM approach as cumbersome 

for image-wide classification considerations due to the large number of parameters and 

computations involved, it is the very availability of these parameters that makes this method 

adaptive and flexible enough to employ as a detailed texture feature descriptor for comparing 

real and synthetic textures in local neighborhoods, and for the comparative performance 

analysis of texture modeling algorithms.  One final note is that this method has the potential 

to be extended to describe spectral information, as will be described in Section 4. 

 

3.2  DIRSIG Introduction 

 This section is intended to acquaint the reader with the fundamental design and 

functions of DIRSIG, which will prepare the reader for a theoretical discussion of the 

traditional texture characterization methods that are used to produce realistic-looking scenes, 
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which will be presented in section 3.3.  This will include the original Single-Bandpass (SBP) 

Z-Score Selection model, as well as the augmented model which uses Multiple Bandpass 

(MBP) regions in the selection of spectral reflectance curves for a given pixel.  First, however 

a brief discussion ensues on the purpose, motivation, and challenges involved in producing 

synthetic imagery. 

 

 3.2.1  Why Use Synthetic Image Generation Models? 

Synthetic image generation (SIG) has quickly become a popular and powerful tool in the 

remote sensing community and beyond. While this process of modeling the world in order 

to mimic real images demands a detailed knowledge of the entire image chain, it also serves 

as one of the most useful tools in obtaining such an understanding by helping to visualize 

each aspect of the image chain.  If properly implemented, synthetic image generation offers 

the advantage of merging the radiometric, spatial, and spectral aspects of the image chain in 

a way that can very closely resemble the actual process, which would be otherwise 

impossible to gain such an accurate systems perspective.  It must be kept in mind however, 

that as valuable as these tools are, they will only perform as well as our understanding of the 

process that we are studying, and accordingly the SIG models should be treated as 

approximations of the actual process, and not as completely accurate representations.   

 There are many advantages of synthetic image generation in its applications to the 

study of imaging systems and image analysis.  The most attractive aspect is that synthetic 

images can be produced over a range of spatial, spectral, and radiometric performance 

specifications, providing versatility in constructing realistic scenes.  In particular, synthetic 

images are commonly used for the testing and development of algorithms on scenes 

containing a target of interest over widely varying scenarios, scene components, and 

acquisition conditions.  Further, since SIG models are often highly modularized and are 

composed of submodels, the identification of weak links in the chain is thus made easier by 

isolating each major component of the imaging chain and analyzing the level of accuracy and 

fidelity produced at each step.  As such, these models can provide diagnoses as to whether 
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simplifying assumptions made along the chain were valid, or if certain aspects have been 

completely overlooked. 

 As detailed by Schott [1997], synthetic images are often flat in appearance relative to 

real imagery and they tend to lack exquisite detail often because of the inability to reproduce 

the complexities of naturally varying texture in many material classes (such as with the case 

of DIRSIG, as described in the next section).  However, it is not always the case of a lack of 

understanding or the inability to adequately describe detailed textural features in synthetic 

images that produces this flat appearance; in fact, this flatness can be considered satisfactory 

as long as the crucial elements of the scene under study are well represented and if the 

statistics and radiometry are deemed reasonably close to what is observed in real imagery.  In 

applications where more structural detail is required, one frequently encounters the “textural 

dilemma” of synthetic image generation, which essentially is a trade-off between the 

immense time and effort involved in building models to great levels of detail and the 

negative impact this has on unpalatably long simulation run times, which often deems the 

extra effort unjustifiable.  Despite this dilemma, it has always been highly desirable to be able 

to construct synthetic images with detailed textural features so as to attain optimal quality 

and fidelity, while having the ability to quantify how well it represents a real scene.  It is also 

appealing to be able to determine whether improved textural feature representations by way 

of the use of different texture characterization models (of varying sophistication) in synthetic 

images will have a significant impact on the overall image chain.  This is ultimately what will 

be investigated in this study. 

 

 3.2.2  The Modular Design of DIRSIG  

 The Digital Imaging and Remote Sensing Image Generation (DIRSIG) Model is an 

integrated collection of independent first principles based submodels which work in 

conjunction to produce radiance field images with high radiometric fidelity in the 0.3 – 20 

micron region of the electromagnetic spectrum.  It is comprised of five main submodels 

which are designed to allow for a high degree of flexibility and interchangeability within the 
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DIRSIG model, as well as to diagnose and improve the model by isolating and analyzing 

each submodel.  The submodels are as follows: 

a. Scene Geometry Submodel:  This provides the mechanism through which 

collections of three-dimensional targets are incorporated into the synthetic 

image generation environment, usually in the form of three-dimensional wire 

frame models.  They are generated either in an AutoCad environment or by 

use of a computer graphics software package called Rhinoceros, after which 

the object facets are attributed and placed into the synthetic scene using a 

locally produced program called Bulldozer.  This submodel also establishes 

the relative positions of the sensor, targets, and other aspects of the scene, as 

pictured in Figure 6; 

 
Figure 6: The relative geometry of the sensor and the scene being constructed is 

established using the scene geometry submodel in DIRSIG (illustrations courtesy of 
the DIRSIG homepage). 

 

b. Ray Tracing Submodel:  Searches the database produced by the scene 

geometry submodel in order to generate lists of objects and other facets that 

intersect rays corresponding to a given pixel.  For a given pixel, the facets 

encountered may be either opaque or obscuring transmissive bodies such as 

clouds or plumes.  The DIRSIG ray tracer utilizes a non-uniform spatial 

subdivision method called an octree, as illustrated in Figure 7. 
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Figure 7: The ray tracing submodel determines which object facets contribute to the radiance 

for a given pixel. 
 

 The ray tracer also establishes solar shadowing histories for temperature 

 predictions and background contributions for  radiometry computations at 

 diffuse surfaces. This in turn is used by the radiometry submodel for radiance 

 computations; 

c. Thermal Submodel:  Uses a forward chaining differential model called 

THERM in order to account for thermal material properties, meteorological 

histories, and solar shadow histories.  The output imagery of this submodel is 

highly characteristic of that seen in actual MWIR and LWIR imagery; 

d. Radiometry Submodel:  Makes use of the MODTRAN radiation propagation 

model for exoatmospheric irradiance, emitted and scattered radiances, and 

path transmission predictions at varying resolutions.  This submodel utilizes 

bidirectional reflectance data, accounts for specular and diffuse background 

contributions, as well as emission and path length dependent extinction for 

thermally transmissive objects; and 

e. Sensor Submodel:  This submodel is able to account for detailed descriptions 

of the type of sensor being modeled, as well as its spectral characteristics, and 

thus directs the computations made for each pixel in the aforementioned 
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submodels.  The user is able to design several types of imaging focal planes, 

including line, pushbroom, and whiskbroom scanner geometries.  This ties all 

other submodel outputs together in that it completes the computation by 

convolving the radiometric output with the sensor’s modeled spectral 

response.  For example, DIRSIG imagery with the use of a line scanner 

geometry is able to replicate the geometric distortions characteristic of the 

sensor type, such as the tangent effects seen in Figure 8. 

 

 
Figure 8: Illustration of geometric distortion in DIRSIG imagery through the use of the 

sensor submodel. 
 

This subsection has merely served as an introduction to the modular design of DIRSIG, 

including details of the five main submodels.  There is an immense amount of theory behind 

the generation of DIRSIG scenes, and the reader is encouraged to refer to the latest version 

of the DIRSIG Users’ Manual for supplemental information [Brown, 2001].  Nonetheless, 

the information presented above is sufficient to understand the basic process of DIRSIG 

scene generation at a rudimentary level.  The important aspects to be covered here are those 

relating to the current methodology involved in characterizing texture in DIRSIG imagery, 
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which is detailed in the proceeding section.  An example of the relative appearance of real 

and DIRSIG imagery is shown in Figure 9.   

 
Figure 9: Example of appearance of DIRSIG imagery compared to corresponding truth 

image. 
 

 

3.3  Texture Characterization Models To Be Tested  

 This section will describe in great detail each of the four texture characterization 

models to be tested in this research.  The models presented here are as follows: 

 a. Single-Bandpass (SBP) Z-Score Selection Model; 

 b. Multiple-Bandpass (MBP) Z-Score Selection Model; 

 c. Texture Synthesis Models and; 

 d. Fraction Map (FM) Texture Model. 

 

3.3.1  Single-Bandpass (SBP) Z_Score Selection Model 

 Before describing the algorithm used to apply texture to DIRSIG scenes, a brief 

discussion about some of the preceding steps in the scene building and rendering process are 

in order here.  As mentioned above, objects to be placed in DIRSIG scenes are usually 

created using a graphics software package called Rhinoceros [Becker, 1999], after which the 

objects’ facets are attributed in a locally produced program named Bulldozer.  The baseline 

process described in the above section on DIRSIG’s modular design generates bland images 
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in that brightness variation within a material would only be introduced by solar irradiance 

variations due to slope, shadowing effects, and other BRDF-induced variations.  An example 

of a DIRSIG image before and after traditional texture application is shown in Figure 10.   

 

  
Figure 10: Sample DIRSIG image before (left) and after (right) texture characterization. 

 

 The spatial variability in the spectral character both within an object and at the 

boundaries between objects is a fundamentally important feature used for most 

multi/hyperspectral exploitation algorithms.  In order for DIRSIG to be used to support the 

development and evaluation of these algorithms, it must adequately represent the spatial-

spectral structure within and at the transition between material types.  In order to do so, a 

two-tiered tool for incorporation of texture, material transition, and aggregate mixtures of 

materials has been developed [Schott et al, 1995, Schott & Brown, 1998].  The first tier 

accounts for material type variations within a facet or group of facets, and the second tier 

considers variations within a material type associated with reflectance/emissivity/ 

transmissivity variations. 

 The initial steps of the first tier involves the generation of a material map made up of 

an image material identification look-up table (LUT).  This material map is usually generated 
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with the terrain classifier method that produces the optimal separability between material 

types.  For the images rendered in this research, it was found that the best material classes 

distinction was achieved using the Gaussian Maximum Likelihood (GML) classifier.  During 

this stage, only one spectral reflectance curve is chosen for a given material class in the 

synthetic image, since it is the second tier of the model will later apply texture to each pixel 

spectrally.  Before that, the transition regions between material types are modeled more 

closely.  The user assigns to a group of facets a high level object identification, after which 

the material map LUT is projected onto these high level facets such that any point of a given 

facet that is “hit” by a ray can also be assigned to a lower level material type, such as grass, 

soil, or asphalt.  This is done by determining which material type is projected onto that point 

from the high level material map associated with that object.  This effectively produces 

transition regions that can possess various spatial mixtures of materials such as asphalt, 

gravel, soil, and vegetation.  This turns out to be a convenient method of generating spatial 

mixtures of materials without having to reconstruct them on a pixel-by-pixel basis.  This first 

tier is illustrated in the material map portion of Figure 11. 
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Figure 11: Illustration of tiered approach to texture characterization in DIRSIG. 

 

 The second tier of the model includes the use of a texture map.  This is a vital aspect 

of texture characterization since it introduces the realistic-looking variability within material 

types by introducing both spatial and spectral structure.  For each classified region 

representing a material class in the material map, a texture map is applied.  The texture map 

or “texture image” is essentially an image of how the brightness varies for a material type in 

one spectral band.  It can either be extracted from real data or from some form of texture 

model.  The use of real data is more common for DIRSIG applications, and this data can be 

either extracted directly from the real image counterpart to the scene being constructed, 

from an alternate scene with similar material class content, or from several sample images of 

material types to be rendered in the scene being constructed.  These single-bandpass texture 
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maps are used in conjunction with ground truth spectral reflectance curves in order to apply 

spatial and spectral structure on a per-pixel basis.  The importance of accurate and robust 

spectral reflectance measurements cannot be overstated, since the spectra heavily depend on 

the atmospheric conditions and even the time of day that the measurements are taken.  If it 

is not practical to have ground truth data collected at the exact site of the scene at the same 

time of day that the scene was imaged, then application of these spectral reflectance curves 

can potentially cause discrepancies between textures observed in real and synthetic images.  

One way to safeguard against such effects is to ensure that the true variability in the target 

reflectance is captured in the measurements, otherwise undesirable quantization and 

“blotchy” textures can result.  This phenomenon will be demonstrated in Section 5. 

 This second tier of the model is the heart of the approach, as it aims to preserve the 

spatial/spectral correlation of materials in the synthetic image by using a texture image from 

a single bandpass (hence the name of the model) to drive the selection of a reflectance curve 

from a large family of curves, usually obtained via field measurement data as described 

above, or from actual imagery of the specific land cover class.  The method applies texture 

to each pixel spectrally, and the curve selected using the Single- Bandpass (SBP) Z-score algorithm 

approach uses the selected spectral reflectance curve for that pixel across all bandpasses. 

 The ultimate goal of this texture characterization model is to somehow link the gray 

value in the sample texture image to a given spectral curve from a large database of possible 

curves.  The mechanism used to do so with this approach utilizes the statistical relationship 

between the variance of the pixels in the texture image and the variance of the reflectance 

curves in the texture image bandpass, and the sequence is repeated for each value in the first-

tier material map.  The reflectance curves in the database are ranked so as to match the z-

score of the selected reflectance curve in the texture image bandpass with the z-score of the 

texture image itself using the following algorithm: 

 First, the mean spectral reflectance of all of the curves for the specific land cover 

class is computed: 
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Each of the N curves is then ranked using a z-score measure as follows: 
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During the scene generation process, for a given pixel in the texture image, the z-score is 

also computed using the mean and standard deviation of the entire texture image (see Figure 

12): 
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Figure 12: Mean and standard deviation are computed from sample texture images in 

DIRSIG.  The z-score for the pixel at position (i,j) is then determined from the texture 
image frequency distribution. 

 

The process of using the single-bandpass z-score ranking method is illustrated in Figure 13. 

 
Figure 13: Single-Bandpass (SBP) Z-Score ranking method for texture characterization. 
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 As alluded to earlier, a practical issue arises in that a sufficiently large family of 

reflectance curves is often not available for this technique, which may result in an unrealistic 

looking, overly-quantized and non-continuous appearance to the synthetic image, especially 

at transition regions.  In answer to this, Schott et al. [1995] detail a method to produce an 

arbitrary number of spectral curves from a smaller set of curves that contain the desired 

multivariate statistics for the given land cover class.  This technique, which has now evolved 

into a utility within DIRSIG called “expand emissivity file”, essentially consists of the 

generation of uniformly distributed random samples in a spectrally non-correlated space 

through the use of eigenvalues of the variables in this space, to define the standard deviation 

for each sample set vector.  These vectors are then back-transformed into a spectrally 

correlated space where they exhibit the same spectral characteristics as the basis set of 

vectors (curves).  For further details on this technique, see [Schott et al., 1995].   

 An example of a similar application occurred in the modeling of transition regions 

for the DIRSIG Megascene, which is a current synthetic image effort that will be described 

in more detail in Section 4.  Figure 14 shows some interim results obtained by accounting for 

the lack of a sufficient number of reflectance curves to represent true variability by using a 

similar technique as that described above.  Figure 14(a) shows the original truth image, while 

Figure 14(b) shows the original basis set of curves and the corresponding preliminary result 

of texture characterization.  By expanding the set of curves to account for transition regions 

and thus for more variability, one can obtain much more realistic-looking results, even in the 

preliminary stages of texture characterization as shown here (Figure 14(c)). 
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Figure 14a: Original CitiPix truth image. 

 

 
Figure 14b: Preliminary texture characterization without the use of transition curves. 
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Figure 14c: Preliminary texture characterization with an expanded database of transition 

curves. 
 

 One obvious drawback of the SBP Z-Score Selection technique is that it uses only 

the bandpass of the texture image to match the spectral reflectance curves for the synthetic 

texture.  This means that the curve with the closest z-score in the specified bandpass is used 

to describe the entire reflectance spectrum for that pixel, over the entire range of 

wavelengths in the scene.  Clearly, problems will arise in the case that the chosen reflectance 

curve to represent that pixel departs significantly from the reflectance for the pixel in other 

non-correlated bandpasses.  This SBP Z-Score texture characterization model will be the 

first model to be tested in this work.  The next subsection will review some of the previous 

work that has been done in assessing this method, which led to the logical extension of it by 

employing multiple bandpasses to drive the selection of the spectral reflectance curve for 

each pixel. 
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 3.3.2  Multiple-Bandpass (MBP) Z-Score Selection Model 

  3.3.2.1  Theory 

 The concept behind the MBP Z-Score texture model is largely based on the SBP 

model discussed above.  As its name suggests, the difference between the models lies in its 

mechanism in choosing spectral reflectance curves for a given pixel in the DIRSIG image.  

This model is designed to allow the user to select multiple (and ideally uncorrelated) 

bandpasses so that the spectral character of the pixel can be represented with more fidelity in 

all spectral bands.  This obviously possesses a theoretical advantage over the SBP model, 

since it will be less likely that a reflectance curve will be chosen that exhibits significantly 

different global behavior than that in the bandpasses from which the curve has been 

selected.  Figure 15 illustrates how a composite weighted z-score is calculated using texture 

images in three bandpasses.  Ideally, the additional bandpasses used should be selected such 

that they are not well-correlated with the original single bandpass used in the SBP model. 

 

 
Figure 15: The MBP Texture Model uses multiple texture image bandpasses in order to 
calculate a composite weighted z-score for each curve (column list, right) and compares 

these scores to each of the texture image pixel composite z-scores.  The curve with the z-
score value closest to that of each pixel in the texture image is selected to characterize the 

spectral behavior of that pixel for the entire spectral extent of the image. 
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 This model can be implemented in DIRSIG by making some relatively simple 

changes in the input DIRSIG configuration files for each scene to be rendered.  A simple 

illustrative example follows, which will demonstrate how the algorithm works: 

Consider the case of using three bandpasses to drive the selection of each pixel’s reflectance 

curve.  This means that there are three input monochrome texture images (named 

Tex1.pgm, Tex2.pgm, and Tex3.pgm) to be used for this process, in corresponding bands 

B1, B2, and B3, as illustrated in Figure 16.  

 
Figure 16: Three texture images are used as input texture maps with the MBP model. 

As with the SBP model, the z-scores are then computed for each of the texture images: 
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For the sake of this example, say that these values are zt1 = 5, zt2 = 6, and zt3 = 8.  Although 

not a realistic situation, consider the case that we have three spectral reflectance curves to 

choose from for a given pixel, as illustrated in Figure 17. 

 

Tex1.pgm Tex2.pgm Tex3.pgm 
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Figure 17: Three sample reflectance curves to choose from in MBP model.  Z-Scores are 

calculated from the mean and standard deviation of all 3 curves in each specified bandpass in 
the same manner as with the SBP model. 

 
For each specified bandpass, the z-scores are calculated using the mean and standard 

deviation of all 3 curves in the given bandpass.  As with the SBP case, these z-scores will be 

compared against the z-score values computed above for each of the texture images.  In this 

example, assume that in bandpass B1 we have found that the z-scores for each of the 3 

curves are equal, i.e., z11 = 8, z21 = 8, and z31 = 8.  In B2, we have z12 = 9, z22 = 7, and z32 = 

7, while for B3 it is found that z13 = 6, z23 = 7, and z33 = 8.  The deciding factor for choosing 

the optimal curve in the MBP model is the error metric, which computes the absolute 

difference between the z-score values for the texture image and reflectance curves in each 

bandpass.  For B1, we find that: 

 
=11ε |8 – 5| = 3 
=21ε |8 – 5| = 3 

=31ε |8 – 5| = 3 

B1 B2 B3 

R 

λ

3

2

1
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This means that if we were using just one bandpass to select the reflectance curve, then we 

can theoretically choose any curve of the three, since the error metrics are equal.  When we 

look at B2 as well, we obtain: 

=12ε |8 – 5| + |9 – 6| = 6 

=22ε |8 – 5| + |7 – 6| = 4 

=32ε |8 – 5| + |7 – 6| = 4 

At this point then, using only B1 and B2, either curve 2 or 3 should be chosen.  If we add 

the third bandpass B3, then we find: 

=13ε |8 – 5| + |9 – 6| + |8 – 6| = 8  

=23ε |8 – 5| + |7 – 6| + |7 – 8| = 5  

=33ε |8 – 5| + |7 – 6| + |8 – 8| = 4 

Thus the MBP model will choose curve 3 for the pixel under consideration in this example.  

Note the improved accuracy of curve selection due to the use of multiple bandpasses.  For 

example, in the SBP case, if only B1 was used, then curves 1 or 2 could also have been 

chosen, which clearly do not exhibit the same spectral character as curve 3 in B3.  In this 

example, more accuracy was attainable by using additional texture bandpasses, and this 

model can theoretically be extended to any number of bandpasses.  However, if one were to 

go to the extreme of using all bandpasses of the input real image (or alternate texture image), 

then it is possible to over-constrain the problem, especially in hyperspectral imagery.  The 

algorithm would likely become confused, and many z-score values will be equal.  This would 

deem the extra effort of using potentially hundreds of spectral bandpasses unprofitable.  

However, the theoretical advantage offered by the MBP model over the SBP model is 

undeniable, and the results presented in Section 5 will further illustrate this improvement. 

 

  3.3.2.2  Previous Results  

 Burtner (2001) incorporated a modified algorithm that uses more than a single 

bandpass in the selection of the reflectance curve for a given pixel in the synthetic image.  



 44

This research focused on the effect of using both two and three bandpasses, and compared 

the results with the traditional SBP method introduced above.  This work also involved 

increasing the number of spectral reflectance curves using the “expand emissivity file” utility 

in DIRSIG.  This study was only conducted for small samples of grass texture from two 

different types of imagery: a Modular Imaging Spectrometer Instrument (MISI) image and a 

Hyperspectral Digital Imagery Collection Experiment (HYDICE) image.  The analysis of the 

generated spatial and spectral texture was largely qualitative in nature.  It was concluded that 

the use of additional reflectance curves slightly improved the results of the synthetic image in 

most cases, and that the fidelity of the synthetic image seemed to improve with the addition 

of the second bandpass, while adding a third bandpass was inconsistent in that it did not 

always significantly improve the results over that obtained with using two bandpasses.  The 

extent of quantitative analysis performed in this research involved the use of the Principal 

Components Analysis (PCA) utility available in ENVI.  Of course, this is a rudimentary 

measure of fidelity in that it only measures the amount of information contained in the 

synthetic image as compared with the real image, since the PCA fundamental assumption is 

that information content equates with variability.  It is not surprising that Burtner found that 

there was a significant gap between the real and synthetic data, since there was only a finite 

sample of reflectance curves in the database, and because grass is a highly variable material 

that would require extensive measurements to capture its true inherent variability.  This 

research indicated the requirement for a robust, quantitative measure for texture modeling 

performance analysis, and that other material types and transition regions need to be studied 

further in terms of their spatial and spectral fidelity, possibly with the use of different texture 

characterization models. 

 Kennedy (2002) used a somewhat more quantitative method in assessing both the 

SBP and MBP texture models.  The quality of the synthetic images was measured using a 

Composite RMS Error Metric (CREM) that provided a single-valued average performance 

measure of the model in question.  The metric used for the SBP model simply computes the 

difference in pixel values between the original texture image and the synthetic image: 
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where nxm is the size in pixels of the subimage under study, x1 is the pixel value for the 

texture image, and x2 is the corresponding pixel value in the synthetic image.  Similarly, the 

composite RMS error metric computes the average number of digital counts that each pixel 

in the synthetic image varies from the corresponding pixel in the original image, in the 

following manner: 
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where y1, y2, z1, and z2 are accordingly similar pixel values in the second and third texture 

bands. 

 Kennedy expanded on Burtner’s results by testing the traditional SBP method, as 

well as both the two- and three-bandpass models on sample materials of grass, dirt, asphalt, 

and gravel.  The results show that texture characterization using multiple bands with an 

expanded database of spectral curves does show improved texture in SIG images.  However, 

the results were material-specific.  For example, the number of spectral curves in the 

database required for adequate representation of materials such as asphalt and gravel was 

considerably less than that required for grass, since grass tends to have more inherent 

variability and a more complex spectral shape and thus a larger dynamic range.  As such, the 

addition of a third texture band did not significantly improve results for the asphalt and 

gravel material types, while it was found that the RMS error metric declined more 

significantly when the third band was added for grass, indicating better results as long as the 

number of spectral curves in the database for grass was accordingly larger.  This requirement 

of having a larger number of reflectance curves is owing to the fact that, when rendering in 

multiple bands, one is often faced with the problem of undersampling, especially if the 

material type exhibits a wide dynamic range.  In particular, it was found that if N curves are 

required for SBP rendering, then in order to capture the variability and to add significant, 
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independent information for MBP rendering (using P bands), the number of required 

spectral reflectance curves would be NP.    

 This augmented MBP texture characterization technique will be the second method 

to be tested in this research.  Also, the CREM was the inspiration for the first of the four 

texture performance metrics used in this research, the Mean Filter (MF) spatial metric.  

Neither Burtner nor Kennedy focused on measures of spatial and spectral structure and 

correlation when assessing the quality of DIRSIG synthetic textures, nor did either of them 

extend their analyses out to 2,500 nm.  In this research, the combination of simple and 

complex spatial and spectral performance metrics will be used to investigate the behavior of 

the SBP and MBP models out to such spectral extents, and at different spatial and spectral 

resolutions in a much more quantitative and thorough manner.  More details on this aspect 

are presented in Section 4. 

 

3.3.3  Texture Synthesis Models 

 As mentioned previously, most of the work to be found in the texture synthesis 

literature is concerned with monochrome or RGB texture synthesis techniques.  Since the 

multi/hyperspectral texture synthesis models to be tested in this work are extensions of 

these simpler models, a brief literature review on the basic concepts and previous work with 

various types of texture synthesis models will be presented here.  The mathematical 

framework for each of the numerous models is too involved to be discussed in detail in this 

section; therefore the emphasis will be on the Simoncelli & Portilla (S/P) technique and the 

Image Quilting method of texture synthesis, which will be two of the synthesis methods 

under investigation in this research.  A third ad-hoc reincarnation of these methods termed 

the Spectral Expansion texture synthesis model will also be discussed and tested in this 

work.  There are also concluding remarks in this section regarding the sparse typical methods 

of performance evaluation that have traditionally been used for most texture synthesis 

models, and the resulting requirement for sound, quantitative measures of model 

performance. 
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  3.3.3.1  Literature Review 

 Texture synthesis is often described as a realization of a random process defined 

over an ensemble of all possible texture images.  Although each realization is indeed unique, 

the ultimate goal is to have the synthetic texture appear as if it were generated from the same 

underlying process as the counterpart real texture.  In general, most texture synthesis models 

aim to model texture as a stationary random process, since the spatial correlation in textures 

is typically local in nature; that is, the assumption is that all of the relevant spatial 

information for a given texture is contained locally.  This is an advantageous property that 

most monochrome texture synthesis models employ in order to create much larger regions 

of texture from sample textures of small size, which leads to the popular application of 

extrapolating exemplar textures to cover much larger spatial extents, based on the statistics 

of the monochrome sample texture.   

 An additional complexity is introduced when modeling color and 

multi/hyperspectral textures, since both the spatial and spectral components’ correlation 

must be captured simultaneously.  As mentioned, monochrome texture is adequately 

assumed to be stationary and ergodic (where sample averages approach ensemble averages 

for large sample sizes) in nature, which allows for the use of a limited amount of spatial 

texture to be used to reliably estimate a model from which an infinite spatial extent of 

texture can be generated (see Figure 18).  Unfortunately, spectral correlation cannot be 

modeled as a stationary random process, since each spectral band in a multispectral texture 

image contains global information that must be preserved by the model.  Correlation across 

bands is not relative, and thus each spectral band pair may well have a distinct dependency.  

Also, since the spectra of an image have a finite extent, there are no repeating dependencies 

from which to generate an infinite amount of information through a causal model (see 

Figure 19).  It is clear then, that simply extending monochrome techniques would introduce 

an enormous computational burden, and thus it was found that a technique was required 
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that could exploit the power of monochrome texture synthesis by extending the information 

in a single band over the entire spectral image cube. 

 

 

  

 

 

 

 

 

 

 

 

Figure 18: Because the outlined areas exhibit similar spatial correlation that tends to repeat 
within the image, it is intuitively clear that spatial texture can be modeled as a stationary 

ergodic process. 
 

 
Figure 19: These two pairs of spectral bands demonstrate that spectral correlation cannot be 

modeled as a stationary ergodic process. 
 



 49

 There are many fundamentally different models that have been used throughout the 

texture synthesis literature that have achieved varying measures of success depending on the 

type of texture being modeled.  What follows is a brief account of some of the most popular 

methods that have emerged over the past twenty years and some of the strengths and 

weaknesses of these models, leading up to the methods that have been chosen for testing as 

possible texture characterization models in DIRSIG.  Although there are many specialized 

and somewhat obscure methods existing in the computer vision and graphics literature, such 

as those based on syntactic grammars [Lu & Fu, 1978], reaction-diffusion and partial 

differential equations [Witkin & Kass, 1991], and fractal-based models [Cross & Jain, 1983], 

the emphasis here will be more on the statistical models of texture synthesis. 

 Julesz (1962) pioneered the statistical characterization of textures by proposing that 

the nth order statistics (for some unspecified n) of texture pixels, when considered as 

samples of a stationary source, could suffice to partition textures into classes that are 

indistinguishable to human observers.  Since then, many models have extensively utilized 

first- and second-order statistics of pixels and/or coefficients in a fixed linear basis to 

describe and synthesize textures [Cross & Jain, 1983; Hassner & Sklansky, 1980].  Adaptive 

linear representations have also been used, which essentially adjust the basis set of vectors in 

a Gabor wavelet function representation according to the image statistics.  This can be 

performed either by tuning the appropriate 2-D Gabor filters to the dominant frequencies of 

the image [Dunn et al., 1994; Teuner et al., 1995], or in a more flexible approach employing 

adaptive filter bandwidths [Portilla et al., 1996].  It was unanimously found that mere 

second-order statistical approaches failed to capture many significant structures that occur in 

many textures. 

 Several directions for texture synthesis models then ensued, however most models 

had mutual agreement with respect to some of the formal assumptions made in order to 

formulate their respective models.  In particular, several successful models rely upon Markov 

Random Field (MRF) theory as part of the synthesis framework, and although the 

mathematical details of MRF theory are quite involved and too lengthy to reproduce here, 
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MRFs provide an illustrative theoretical view of the great complexities of statistical texture 

modeling (the reader is directed to Tyrrell [2002] for a more detailed discussion on Markov 

chains and the basics of MRF theory as it pertains to texture synthesis).  The parameters of a 

MRF are conditional probability estimates for an event based on those surrounding it, which 

means that there is no causal restriction on the nature of influence between events.  This 

makes the problem potentially overwhelming when one considers the following scenario:  

Consider a set of pixels on a 2-D grid, where the occurrence of a given pixel across the grid 

is not statistically independent from every other pixel in the grid (Figure 20).  In this case, 

the neighbors of a central pixel must provide information as to its value, and thus influences 

from pixels in all directions must be considered.  Therefore, there exists a mutual and 

simultaneous influence between an event (eg. pixel intensity level) and those surrounding it 

spatially, making it impossible to determine causality. 

 

 

 

 

 

 

 

 

Figure 20: MRFs possess dependencies from all directions simultaneously; MRF model 
parameters are conditional PDFs of xi given the occurrence of its neighbors. 

 

 To address this dilemma, many algorithms have surfaced for the purpose of 

sampling a MRF, most of which involve combinatorial solutions over the space of all n2 x n2! 

ways of determining causality over an n x n field.  Needless to say, many of these predictive 

models are immensely complex and require unpalatably long convergence times unless a 

sound and efficient resampling technique is utilized.  These methods range from pixel-by-

pixel resampling and moving average filter techniques to multiresolution steerable pyramid 
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resampling techniques [De Bonet & Viola, 1998; Heeger & Bergen, 1995].  A variant of this 

latter technique will be described in more detail in the next section, since it is the one used in 

Tyrrell’s S/P synthesis model. 

 A more recent direction that has been taken that has achieved some of the best 

results in the literature, are models using image wavelet subbands. The advantage of this 

method of multiresolution image decomposition is that these subbands have been observed 

to possess non-Gaussian PDFs with long tails, and sharp peaks at zero due to image texture 

that consists of smooth areas interspersed with occasional edges or other features.  Heeger 

and Bergen (1995) extended on the results of other work where texture was represented by 

the marginal statistics of the responses of a set of filters.  This was performed by using an 

over-complete (i.e., not orthogonal) fixed linear basis to synthesize textures by iteratively 

alternating between matching subband and pixel histograms, a method similar to projection 

onto convex sets (POCS).  While this method was effective in capturing the random features 

of several natural textures and the dominant scales and orientations, it failed to represent 

extended structural elements such as straight or curved contours and edges, as well as other 

highly regular patterns.  Another sampling technique introduced by Zhu et al. [1997] used 

Gibbs sampling to match marginal statistics with those estimated from wavelet subbands of 

the sample texture image.  These filters were chosen adaptively so as to consistently 

minimize entropy, and their results, while able to reproduce a wide variety of textures, were 

computationally expensive.  It was soon thereafter found that the set of marginal statistics of 

a fixed finite linear basis alone were often unable to capture long-range structures and 

pseudo-periodic patterns, while second-order textures tended not to be well-represented.  

An example of such a case where images with identical marginal statistics in a wavelet 

decomposition representation do not contain similar textural patterns is shown in Figure 21. 
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Figure 21: Differing textures with identical marginal statistics. 

 For this reason, recent works by Simoncelli and Portilla have proposed the additional 

use of joint statistics of wavelet coefficients, with particular emphasis on the joint histograms 

of pairs of wavelet coefficient magnitudes at adjacent spatial locations, orientations, and 

scales of an orthonormal wavelet basis.  This method proved to be effective in capturing 

structural patterns in texture, since it was able to reproduce the observed phenomenon in 

real images where features tend to produce large coefficients in local spatial neighborhoods.  

One of the keys to the success of the S/P model is that it differs from most other models in 

that while both spatial locality and stationarity are assumed, Gaussian behavior is not 

assumed, and is therefore less restrictive.  For example, this method works well on textures 

such as the classic Brodatz texture of the herringbone (Figure 21, left) which contains a set 

of locally oriented patterns arranged spatially.  One of the most recent variants of the S/P 

model is one that is capable of characterizing both structural and random aspects of textures 

in terms of a set of statistical measurements on a complex analytic wavelet representation.  

This is done by synthesizing images subject to four specific constraints via iterative 

projection onto solution sets.  The statistical constraints enforced in the S/P technique are: 

 a. The local spatial correlation of coefficients within each subband; 

 b. The local spatial correlation of coefficient magnitudes; 
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 c. The cross-correlation between coefficient magnitudes at adjacent scales 

 and all orientations; and 

 d. The first four moments of the pixel histogram. 

 More details of this synthesis-by-analysis technique are presented in the next 

subsection as it pertains to Tyrrell’s multi/hyperspectral extension of the S/P model.  The 

relatively new technique of image quilting is also discussed thereafter, followed by a 

discussion of the Spectral Expansion texture synthesis model that was derived from the S/P 

model by Tyrrell.  The Spectral Expansion model offers the most flexibility of all texture 

models presented here in terms of its potential as an incorporated texture model in the 

DIRSIG environment.  As such, the three models presented in the following sections (S/P, 

Quilting, and Spectral Expansion) were coalesced into one nominal “Texture Synthesis 

model” instead of being tested separately.  More details on how the Texture Synthesis model 

has been incorporated into DIRSIG will be presented in Section 4.2.  The above section has 

introduced the great complexity involved in the field of texture synthesis, with an 

accompanying review of recent works and the results that were obtained.  The reader is 

directed to the references cited above for more details on any specific texture synthesis 

algorithm.    
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3.3.3.2  Tyrrell’s Multi/Hyperspectral Texture Synthesis Models 

  3.3.3.2.1  The S/P Model   

 As mentioned above, the S/P method is a synthesis-by-analysis technique that 

iteratively enforces a set of statistical constraints over the output of a complex analytic filter 

bank by extracting multiresolution scale and space information from a sample monochrome 

texture.  Figure 22 shows an example of such a complex steerable filter bank.  The filters are 

typically oriented versions of a common function that form a complex Hilbert Transform 

pair.  Figures 23 and 24 show the real and imaginary parts of these filters at four 

orientations. 

 
Figure 22: Example of a complex steerable filter bank. 

 

 
Figure 23: Real part of above complex steerable filters at four orientations. 
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